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Preface 
This book is the guide to the instruction set of the transputer family. A transputer is a single VLSI device 
with processor, memory and communication links for direct connection to other transputers. Transputers 
are designed to allow parallel systems to be built from collections of processors operating concurrently and 
communicating through links. 

Although this book is the transputer instruction set definition and is intended to be a reference manual for 
programmers it is not set out in the 'traditionaP form. This has been done quite deliberately. A traditional 
instruction set document contains brief descriptions of the individual instructions one by one — probably in 
alphabetic order of mnemonics — along with tables detailing the addressing modes available and the effects 
of the instruction on various flags, memory, registers etc. The more traditional form of document provides 
all the information about the instruction set — but leaves the reader to find out how best to use it. This was 
(perhaps) appropriate when the bulk of programming was being performed in assembly language. However 
when writing this book the following assumptions have been made 

1. Assembly language programming lacks security. 

2. Concurrent assembly language programming is even harder than traditional as­
sembly language programming. 

3. A language like occam provides a means for writing efficient concurrent programs 
for transputers as well as permitting formal verification through proof techniques. 

4. Current compiler techniques, along with a well designed language and instruction 
set can provide high level language performance comparable to assembly lan­
guage. In fact compiled code can often have higher performance as a compiler 
can automatically perform optimisations such as the use of constant tables, case 
selection jump tables and re-ordering of expression evaluation — techniques for 
all of these are included. 

For these reasons this book introduces the transputer instruction set in terms of compiler writing. The intention 
is that programs for transputers are compiled from high level languages — such as occam, C, Fortran, 
Modula-2 etc. — into transputer code rather than being written at the assembly language level. Instructions 
are introduced to explain the compilation of various aspects of a high level language. The compilation 
of constructs of a high level language is given in terms of translations from occam code to sequences of 
transputer instructions. Algorithms suitable for implementation in a compiler are given for various constructs 
where careful choice of the compiled code can increase performance. 

The high level programming language examples used in this book are in occam 2. Further details of this 
language can be found in the occam 2 Reference Manual. Compilation strategies for other languages can 
be developed by looking at the compilation of similar constructs in occam. 



1 Introduction 
This guide explains how high level programming language constructs can be translated into sequences of 
transputer instructions. It is assumed that a compiler for a language other than occam will translate a program 
into an occam like process, communicating with other processes only via occam channels. In this way, it is 
possible to freely mix languages in a system. In particular, occam can be used as a system description and 
configuration language, with other languages being used to write individual processes within the system. 

The guide deals with various high level language constructs individually. Transputer instructions are intro-
duced as they are needed in the implementation of these constructs. The instructions are normally explained 
when they are first introduced but in some cases this is delayed until a later section which is more appropriate. 

Undefined values 

ln the definition of many instructions the values left in certain registers are said to be undefined. This should 
be tåken as meaning that those values are not defined by INMOS and that INMOS does not claim that future 
transputers will behave in the same way as current transputers. No application should ever attempt to make 
use of the value that the current transputer implementations happen to provide in such cases. 

Program notation 

The language occam is used in this book both as a 'source language' to represent program constructs and 
program fragments to be compiled, and as a 'meta-language' to represent algorithms to produce compiled 
code and other examples. These two uses of occam will be distinguished by the use of an italic font for 
meta-language occam as in 

x .•= a + b 

and a teletype font for source language occam as in 

x := a + b 

Inside source language occam an italic font is used for 'meta-variables'. For example 

PAR 

P 
Q 

represents any two processes P and Q in a parallel construct. 

The source language occam is the occam 2 language as defined in the occam 2 Reference Manual. The 
meta-language occam is based on occam 2 with some restrictions removed and extensions added to enable 
certain algorithms to be expressed more simply. 
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2.1 The transputer instruction set 

The instruction set is designed for simple and efficient compilation. All instructions have the same format, 
which is chosen to give a compact representation of the operations most frequently occurring in programs. 
Instructions are independent of the processor word-length, which may be any number of bytes. (The same 
instruction set could be used for a 16, 24 or 32 bit processor) . 

Enhanced versions of transputers provide added features — such as full hardware support of floating point 
arithmetic — so certain sections of this guide will be specific to transputers with those enhancements. This 
will be noted where appropriate. 

2.2 Occam processes 

A process starts, performs a number of actions, and then either stops or terminates successfully. Each action 
is either an assignment, an input or an output. An assignment sets the value of a variable, an input receives 
a value from a channel, and an output sends a value to a channel. The variable set by an assignment should 
not be accessible to any other process — the only method of transferring information from one process to 
another should be by using a channel. 

At any time between it starting and terminating successfully a process may be ready to communicate on one 
or more of its channels. Each channel provides one way communication between two processes. 

Communication is synchronised. If a channel is used for input in one process and output in another then 
communication takes place when both processes are ready. The inputting and outputting processes then 
proceed with the value output being copied from the outputting process to the inputting process. 

Externally a process may be seen as being a 'black box' that, after starting, may or may not wish to commu­
nicate along one or more of its channels until it terminates successfully. A correctly functioning process will 
normally communicate data with the processes connected to it to perform the task it is designed to achieve, 
and then terminate successfully. However, a process can fail to communicate indefinitely. This failure of 
communication can be due to internal deadlock (where all internal processes are waiting to communicate 
with each other), internal livelock (where internal processes are only communicating with themselves and 
will never communicate with the outside world) or due to the process ceasing to execute without terminating 
successfully (in occam this is the STOP process) . 

The internal state of a process is not visible to the outside world and all interactions with the process occur 
via channel communication. This process model removes the problems associated with variable sharing. 
AIso if a process is re-implemented to have the same behaviour and channel interface it can be immediately 
substituted in a system allowing for prototypes to be refined in stages into more efficient implementations. 

2.3 Process scheduling 

Each transputer executes an occam process. This process may itself consist of a number of concurrent 
processes. Concurrent processing within a transputer is implemented by sharing the processor time between 
the concurrent processes. 

The processor executes one process at a time. The process being executed is called the current process, 
anrl tho cot nf nrnroccoc whirh aro roaHx/ fnr OYorntinn ic rallorl tho arti\/o cot 


